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Problems

Personal music collections grow quickly . Even small
MP3 players hold 1000s of songs. It is hard to keep
an overview.

Genre based catego rization is dicult and subjective.
Genres are imprecise and overlapping.
(Aucouturier & Pachet, 2003)

Alphab etical/hiera rchical representations are hard to
maintain and restrict the user to known
artists/aloums  catego ries.
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MusicMiner

Visual organization of music collection based on
perceptual similarity of sound.

1. Describ e the sound with vector of audio features.

2. Train Emergent SOM to create a low dimensional
mapping of complex sound space.

3. Visualize similarities in music collections with U-Map
based on the paradigm of geographical maps.
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SoundMap with 200 songs.
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Zo om on SoundMap.
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Applications

Visual Interactive search In personal music collections
based on the map paradigm.

Easy visual search for similar sounding songs.
Generation of consistent playlists.
Visualization of playlists and context for current song.

Compa rison of new songs with own collection by
projection on the map.
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Audio Feature Extraction

Extraction of features from raw audio data to
describ e aspects of sound.

Low level features : Extracted from short sound
sample.
e.g. Chroma (Goto 2003)

High level features : Extracted from complete song.
e.g. Fluctuation Patterns (P ampalk et al., 2003)

or by aggregation of low level features (e.qg.
mean)w
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Low level audio features

We used many features from existing work in musical
genre classication, musical similarity analysis and
generation of musical summa ries.

W e generalized the features by
exchanging parameters/metho ds (e.g. Bark FCQC)
psychoacoustic preprocessing (e.g. Phon)

applying de-skewing transfo rmations (e.g. logQ)

Result: 402 low level feature time series per song.
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High level audio features

Low level features can be aggregated to form high
level features.

Commonly only mean and std are used!

We used 164 dierent statistics to describ e a low
level feature. Consistent use of temp oral statistics.

Moments, Spectrum, Auto correlation, Phasespace

Result: More than 66.000 high level features per
song.
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F eature Selection

Feature Selection from 66.000 candidates neccessary.

Correlation, curse of dimensionalit vy

Collected very dierent sounding groups of music:

Acoustic, Electronic, Hiphop, Classic, Metal

The aim Is to create large distance between groups,
not optimizing classication accuracy , thus common
metho ds from classication cannot be used.

Need qualit y score for distances .
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Sep erabilit y score

Question: How to measure the ablilit y of a feature to
seperate known groups?

Intuition: If the empirical probabilit y distributions of
the classes have few overlap, the feature contributes
to a large high dimensional distance.

Measure: Success of maximum likelyho od decision
based on Pareto Densit y Estimation (Ultsch 2003) of
groups Vvs. rest.
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Examples

—— Electronic

—— Different

---- Decision

B Error

0.15 0.25 0. 35 0. 4 0. 45 0.5 4 10 12 14

2nd CcC 7th Sone Band Mean 7th Sone Band
good (0.64) VS. bad (0.24)

feature
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F eature Selection

Calculate seperabilit y score for each feature and each
group Vvs. the rest.

Selection
Specialists : can seperate one group (maximum)
Allrounder : can seperate all groups (mean)

Pareto : combintation of both
Elimination of highly correlated features.

Top 20 features selected.



Databionics Research Group MusicMiner
How to discriminate dierent  sounds? 16

F eature Evaluation

External qualit y score similar to (P ampalk et al.,
2003)

M d d
M d d

(1)

Close to zero if few constrast between clusters.

Large Is inter cluster distances tend to be larger than
iInner cluster distances.



Databionics Research Group MusicMiner
How to discriminate dierent  sounds? 17

Compa rison to existing audio features

F eatures Distance score
Pareto 0.41
McKinney 0.26
Tzanetakis 0.18
MF CC 0.16
Miersw a 0.12

Fluctuation Patterns 0.10

Perio dicit y Histograms | 0.07

Spectrum Histograms 0.05
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Summa ry Feature Extraction

Generation of 66.000 features describing the sound
Selection of 20 features for clustering known music.

Outp erforms all existing feature sets on several music
data sets.
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SoundMap of 200 songs. Every point represents a song.
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Acoustic M Electronic B Hiphop

Coloring with known groups: successful global organization.

Classical

MusicMiner

Metal
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Acoustic M Electronic B Hiphop

Outlier: Song by Filter with muted parts in segment.

Classical

MusicMiner

Metal
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Acoustic M Electronic B Hiphop

Tw o similar Rock songs on a plain.

Classical

MusicMiner

Metal
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Acoustic M Electronic B Hiphop

Classical

Electronic remix of a hiphop song.

MusicMiner

Metal
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Acoustic M Electronic B Hiphop

Classical

Acoustic song by a hiphop artist.

MusicMiner

Metal
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Summa ry

Intuitive  organisation of a music collection.
Navigation based on map paradigm.

Good overview.

Meaningful detalils.

No genre catego ries neccessary.
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MusicMiner Soft ware

Uses Yale (Rittho 2001, Miersw a 2003)
Integrates Databionics ESOM Tools.
Based on SQL database.

Implemented Iin Java.

Freely available under the GPL.

http://musicminer.sourceforge.net/
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Summa ry

Extraction of audio features to describ e sound.
Feature selection for perceptual distances.

Clustering/Visualization with  ESOM/U-Map

Databionics MusicMiner
Innovative soft ware for visual interactive analysis of
music collections
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Islands of Music (P ampalk et al.,, 2002)
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Islands of Music

Small SOM ( )

no emergence
E ectively same as -means

Very high dimensional data
Curse of dimensionalit vy

Bad performance on several data sets

Slow, densit y-based visualization (SDH)
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